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Executive Summary 

A team of finance and technology professionals at Lumesis have harnessed artificial intelligence 

tools to begin solving practical problems that arise when developing deal-specific yield curves (or 

scales) during the new municipal bond issuance pricing process.  Specifically, Lumesis has 

developed a methodology to predict the shape of a deal-specific municipal yield curve based on 

the unique structural and credit characteristics of the deal being priced and to use that predicted 

shape to fill-in portions of a yield curve that cannot be built from observable market transactions.  

The artificial intelligence-based solution that has been developed is described below, along with 

the results of empirical and statistical backtesting.  The results indicate a significant  advance in 

the ability to generate complete deal-specific municipal yield curves over traditional interpolation 

and extrapolation methods. 

The Business Problem 

A fairly common problem that can occur in the development of new issue scales is a lack of recent 

market comparable trades to support or instruct current deal pricing.  The majority of municipal 

entities do not issue new bonds on a frequent basis, nor do they have public debt that trades 

regularly in the secondary markets.  Market professionals combat this lack of obligor-specific trade 

data by using transactional data from comparable bonds of other municipal obligors that have 

recently issued debt or traded in the secondary market.  The DIVER Pricing and Scales platform 

employs this tactic in a comprehensive manner by considering the critical structural and credit 

features of the target issue being priced.  Using this information and DIVER’s comprehensive 

municipal database, the platform identifies recent trades from comparable bonds that match each 

maturity.  While the methodology employed ensures that all relevant market observations are 

considered in an analysis, the number of possible parameters, which include, but are not limited 

to, coupon, call features, maturity date, credit sector, and credit ratings, can result in maturities 

that cannot be matched with recent comparable trades. 

 

When particular maturities lack recent trades to support a level, traditional mathematical 

techniques can be used to estimate yields for these ‘missing’ maturities in a scale.  Missing 

maturities which represent inner points on a scale can be estimated by using interpolation 

techniques which build off of the nearest points, (both before and after the missing points), on the 

curve that have market observations.  Missing maturities at the beginning or end of a scale can 

be estimated by extrapolating from the nearest maturity that has market observations.  There are 

several accepted methods for performing these interpolation and extrapolation calculations, all of 

which can have significant weaknesses when used in practice. 

 

The weaknesses of traditional interpolation and extrapolation methods are most obvious at 

‘transitional’ points in a curve.  Specifically, credit or structural features that change from one 

maturity to another are not taken into account using traditional methods.  Examples of transitional 

points resulting from deal structure include changes in coupon, changes in callability, and moving 

from serial to term bonds. 
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The following example illustrates the problem with traditional interpolation methods when there 

are transitional shifts in coupon from one maturity to another in a municipal bond issue. In the 

graph below, the grey line represents an actual new issue pricing scale for a Water & Sewer tax 

exempt deal that came to market in July of 2020.  The blue line represents a baseline proposed 

curve using market comparables and the natural cubic spline interpolation method to estimate 

missing inner points on the curve. 

 

 
 

The actual pricing scale, depicted by the grey line, shows a steep change in yield from the 2032 

to the 2033 maturity because this represents a structural transition area where coupons shift from 

4’s to 1’s.  1% and 2% coupons were used to price this deal throughout the 2033 to 2040 maturities 

and then reverted back to 4% in 2041. 

 

The baseline proposed scale, represented by the blue line, had points supported by market 

observations up until the 2028 maturity, but then lacked market observations until the 2034 

maturity.  As a result, the natural cubic spline interpolation method was utilized to estimate the 

intervening maturities and generated a nice, smooth curve from 2028 to 2034.  Unfortunately, that 

well accepted interpolation method significantly overestimated the yields for those maturities and 

could not factor in the market yield adjustment associated with the change in coupons. 

AI Solution - Conceptual Framework 

Recognizing the shortcomings associated with the interpolation and extrapolation techniques 

described above, a team at Lumesis used Artificial Intelligence (‘AI’), and adopted Machine 

Learning (‘ML’) techniques to find a solution to this problem.   These techniques were back tested 

and, as detailed below, found to be superior to traditional approaches in the majority of cases.   

 

The conceptual framework developed by the Lumesis team used computers to study thousands 

of actual new issue yield curves, and to associate the shapes of those yield curves with a myriad 
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of credit and structural features and the related transitions from one maturity to another.  By 

utilizing ML technology and linking the same with Lumesis’ comprehensive database of all new 

issue scales, important issue and bond level terms, as well as proprietary credit information, we 

were able to create predictive models for curve shape.  Practically speaking, what that means is 

that the Lumesis methodology can predict, with very high accuracy, the difference in curve shape 

and steepness between individual maturities for different types of credits with different structural 

features. 

 

With this ML curve shape prediction model in place, we then developed mathematical methods 

to use those predictions to fill the gaps or holes in a proposed new issue scale for any maturities 

that lack recent market observations.  We then implemented this logic into the DIVER Pricing and 

Scales platform and integrated it with the ML predictive models to provide users with an AI 

alternative to traditional interpolation and extrapolation methods.   

Backtesting - Empirical Analysis 

To validate and refine our models and algorithms for integrating AI-predicted curve shape into 

segments of a scale where market comparables were unavailable, we performed significant 

backtesting on both tax exempt and taxable historical deals.  Deals used for testing were randomly 

selected.  For tax exempt deals, which have much more variability in curve shape than taxable 

deals, we made sure that all thematic curve shape types were represented in approximately the 

same proportions as are observed in the market.  For each deal selected, four scenarios were 

tested:  

 

● Naturally occurring gaps for both interpolation and extrapolation 

● Interpolation with structural transition (e.g. coupon, call, serial to term bond structural 

changes) 

● Interpolation with no structural transition 

● Extrapolation at both the beginning and end of the scale 

 

In each scenario, the DIVER Pricing and Scales platform used either 1) our AI-based methodology 

or 2) our existing/traditional interpolation and extrapolation methods to fill in missing points in the 

baseline scale. Analysts then compared the quantitative and graphical results of each method to 

the actual pricing curve and made an assessment of whether the AI method was superior, whether 

both methods were largely equivalent or whether the existing traditional method was superior.   

Tax Exempt Backtesting Results 

In summary, the AI-based method performed superior or equivalent to traditional approaches in 

94% of the scenarios tested while the existing traditional method showed superior results only 6% 

of the time.  Breaking that out further, of the 200 scenarios tested: 

● AI Method Superior:  66% 

● Both Methods Equivalent: 28% 

● Existing Method Superior: 6% 
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The AI method was particularly impressive in cases of interpolation with structural transition.  

Based on our observations, Lumesis’ AI model recognized structural transitions and properly 

predicted significant spread changes where appropriate, including points of curve inversion.  An 

example of this can be seen in the graph below, which is an extension of the Water & Sewer tax 

exempt sample deal previously shown above.   

 

 
 

The blue line represents a curve using market comparables and the natural cubic spline 

interpolation method to estimate missing inner points on the curve from the 2028 to the 2034 

maturities.  The actual pricing scale is depicted by the grey line.  The green line represents a 

curve using market comparables and the AI curve shape prediction model to fill in the same 

missing points on the curve.  As can be seen in the portion of the graph circled in red, the 

traditional interpolation method significantly overestimated the actual yields while the AI-based 

method properly predicted a gradual rise in yields until 2032 and then an appropriate significant 

increase in yields as a result of the structural change in coupon from 4% in 2032 to 1% in 2033. 

Taxable Backtesting Results 

For the taxable market, our summary results showed that the AI-based method performed 

superior or equivalent to traditional approaches in 98% of the scenarios tested, while the existing 

traditional method showed superior results only 2% of the time.  Breaking that out further, of the 

200 scenarios tested: 

 

● AI Method Superior:  75% 

● Both Methods Equivalent: 23% 

● Existing Method Superior: 2% 

 

Despite the relatively weaker statistical metrics of mean difference and standard deviation 

(discussed below), the manual backtesting of applied AI was even more impressive for taxable 
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deals than for tax exempts.  We believe this performance to be due to the relative difference in 

spread curve shapes.  Unlike the tax exempt market, which exhibits much more variability, the 

taxable market tends to have more uniform curve shapes (i.e. spreads continuously upward 

sloping, or upward sloping until the 16 year point where there exists an inversion due to the 

market’s convention of transitioning, at that point, from spread to the 10 year Treasury rate to the 

30 year Treasury rate). 

For taxable deals, the most impressive finding was the recognition by ML of the market’s 

convention of switching benchmark curve points at the 16 year maturity.  This phenomenon can 

be seen in the example below for a taxable Fuel Excise Tax deal that came to market in August 

of 2020. 

The light blue line represents the benchmark Treasury curve.  The grey line represents the actual 

scale of the deal as it priced.  The dark blue line represents a curve using market comparables 

and an extrapolation method to estimate missing points at the end of the curve after the 2030 

maturity, where spreads consistent with the last maturity calculated using market comparables 

are applied to the underlying benchmark curve.  The green line represents a curve using market 

comparables and the AI curve shape prediction model to fill in the same missing points on the 

curve.  As can be seen in the portion of the graph circled in red, the traditional extrapolation 

method significantly underestimated actual yields until the 16 year point on the curve where it 

then overestimated actual yields for much of the remaining maturities.  The AI-based 

methodology, however, predicted a nearly perfect shape of gradually rising yields over the same 

maturities. 
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Backtesting - Statistical Results 

In addition to the empirical backtesting described above, we performed backtesting using twelve 

months of primary market issuances between October 2019 and September 2020. We trained 

separate ML models for primary market issuances that are taxable (TAX) and those that are either 

exempt from tax or are taxable subject to alternative minimum tax (EXMP). 

 

For EXMP issuances, the mean of residuals, the difference between actual and predicted spread 

changes, were very close to zero, in the range from -0.41 to 0.3 bp, indicating that the ML models 

were neither underestimating nor overestimating. This is particularly impressive as the testing 

period included the municipal market dislocation that occurred in March and April of 2020 

stemming from the Coronavirus pandemic. 83.70% to 88.72% of the residuals fell within 1-

Standard Deviation (range from 4.08 to 6.09 bp) from the mean, suggesting a distribution tighter 

than a standard normal distribution. Please see graphical and tabular statistical results below. 
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Year 2020 Jan Feb Mar Apr May Jun Jul Aug Sep 

# of adjacent maturity pairs in Test 

Dataset 

7568 8042 4904 7569 9421 1204
5 

9623 9673 11042 

1st Quartile -1.88 -1.41 -2.01 -2.02 -2.25 -1.60 -1.70 -1.76 -1.95

Median -0.53 -0.18 -0.27 -0.20 -0.46 0.01 -0.16 -0.20 -0.26

3rd Quartile 0.80 1.25 1.69 1.80 1.61 1.96 1.69 1.63 1.50 

Mean -0.41 0.06 -0.06 -0.17 -0.30 0.30 0.05 -0.04 -0.23

Standard Deviation (STDEV) 4.30 4.08 6.09 5.78 5.20 5.05 4.51 4.63 5.38 

Percent predictions <= 1-STDEV 86.75 86.91 88.72 86.88 84.63 85.55 83.70 84.77 87.77 

Percent predictions <= 2-STDEV 95.96 96.33 96.51 95.98 95.69 96.04 95.29 95.71 96.34 

Percent predictions <= 3-STDEV 98.06 98.17 98.51 98.26 98.09 98.21 97.98 98.15 98.22 

Percent predictions > 3-STDEV 

(Outliers) 

1.94 1.83 1.49 1.74 1.91 1.79 2.02 1.85 1.78 

For TAX issuances, the mean of residuals were in the range from -0.24 to 2.97 bp, indicating 

some underestimation during the months of April (mean=2.97) and May (mean=1.47). 81.47% to 

88.98% of the residuals fell within 1-Standard Deviation (range from 5.21 to 9.27 bp), again 

displaying a relatively tight distribution around the mean. Please see graphical and tabular 

statistical results below. 
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Year 2020 Jan Feb Mar Apr May Jun Jul Aug Sep 

# of adjacent maturity pairs in Test 

Dataset 

1101 1532 448 725 963 2433 1996 2089 3359 

1st Quartile -2.74 -2.82 -2.43 -0.24 -2.09 -2.16 -2.03 -2.38 -1.96

Median -0.42 -0.02 0.71 2.93 1.13 0.68 0.58 0.30 0.46 

3rd Quartile 2.08 2.64 3.63 5.95 4.95 3.57 3.26 3.06 2.87 

Mean -0.16 -0.24 0.29 2.97 1.47 0.81 0.70 0.43 0.50 

Standard Deviation (STDEV) 5.21 6.51 6.96 8.11 7.95 9.27 7.49 6.82 6.51 

Percent predictions <= 1-STDEV 82.74 84.60 81.47 87.72 83.07 88.98 87.83 85.97 85.53 

Percent predictions <= 2-STDEV 96.64 96.21 94.20 96.41 96.78 96.22 96.99 96.65 96.81 

Percent predictions <= 3-STDEV 98.82 98.04 98.21 97.52 98.86 97.41 98.40 97.94 98.45 

Percent predictions > 3-STDEV 

(Outliers) 

1.18 1.96 1.79 2.48 1.14 2.59 1.60 2.06 1.55 
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Interpolation and Extrapolation using Real-Time ML Predictions 

In the primary market DIVER Pricing and Scales platform, for those points on a proposed baseline 

pricing curve that do not have comparable bonds and trades for the user-specified search criteria 

and observation period, we use the real-time spread change predictions from our ML models 

between adjacent maturities in the Target Issue’s maturity schedule to perform interpolations and 

extrapolations as described below. 

Bootstrapped Extrapolation 

When comparable bonds and trades for the user-specified search criteria and observation period 

are missing in the extremities of a pricing curve, we extrapolate adopting a bootstrap strategy 

using spread changes predicted between the maturties in the extremes starting from the last 

available spread on the curve. For extrapolations associated with the shortest maturities of the 

curve, we subtract the predicted spread change and for extrapolations associated with the longest 

maturities, we add them to the previous known spread on the curve. 

Weighted Interpolation 

Interpolation is required when one or more inner points on a pricing curve do not have comparable 

bonds and trades. This poses additional challenges in using the ML predicted spread changes, 

as for a given inner point that needs interpolation, there will be two spread values available - one 

obtained by adding the predicted spread change from its previous maturity and the other by 

subtracting that from its next maturity in the maturity schedule of the Target Issue. This complexity 

increases when multiple consecutive inner points on the curve are missing comparables. To 

address this complexity, we adopt a weighted bootstrap strategy when using the predicted spread 

changes from the ML models. 

Feature Selection 

Several attributes of a primary market maturity were used as features to train our ML models. 

Numerical features consisted of attributes such as coupon and call price. Date attributes were 

converted into numerical features by calculating the number of days or number of months 

between two date attributes of a maturity or those of adjacent maturities of an issuance. Ratings 

of the Obligor of a maturity from multiple rating agencies were employed as ordinal features. 

Categorical features included proprietary attributes such as the Sector and State of the location 

to which the Obligor of a maturity is mapped to, insurance and school credit enhancement if any, 

etc. 

We also experimented by training our models with different combinations of attributes to 

understand their impact on the prediction capabilities of the resulting ML models in order to arrive 

at an optimal set of features. For example, we inferred that attributes such as the offering type, 

offering amount of an issuance and that of its individual maturities do not materially impact the 

prediction capability of the ML models when predicting curve shape. 
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Model Training 

During the research and development stages of our work, we trained our ML models on a monthly 

basis. While our initial production implementation of AI will also be trained monthly, we intend to 

train our models more frequently, likely once per week, so that models trained with the most recent 

primary market issuance data are available for use in the DIVER Pricing and Scales platform. We 

will continue to train multiple models and pick the best trained ones to be used in the application. 

We have developed an automated process for scheduled training, validation and testing of our 

ML models. As soon as a new set of models have been trained, Subject Matter Experts (‘SMEs’) 

are notified with performance metrics of the models on test data. After careful evaluation and a 

comparison of performance metrics with the previous models, SMEs approve the new models to 

be used in the DIVER Pricing and Scales platform. 

About Lumesis, Inc. 
Lumesis is a fintech company focused on delivering software and data solutions to the US 

municipal market. Founded more than ten years ago by Gregg Bienstock and Tim Stevens, 

Lumesis, under its DIVER brand, serves constituents across the municipal market with business 

and regulatory solutions. Now serving the needs of hundreds of institutional clients, law firms, 

municipal advisors and issuers, Lumesis prides itself on delivering cost-effective solutions to meet 

market needs and demands. The Lumesis team is routinely highlighted for their outstanding 

client service. www.lumesis.com
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